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1 
Introduction

1.1 Purpose

The purpose of this document is to serve as a guide to software engineers who are responsible for maintaining the Stars Colleague Generator software. It should give the engineers all of the information necessary to design, develop and test the software.
1.2 Scope

This document contains a complete description of the functionality of the Stars Colleague Generator project. It consists of functional requirements, which taken as a whole form a complete description of the software.
1.3 System Overview
This project is a follow-on to the Publication Harvester project. The purpose of the Stars Colleague Generator feature is to identify the colleagues of people (as defined in the Superstars of Medicine project). This is done by finding the list of publications for each star (a person harvested by the Publication Harvester), and cross-referencing each publication’s list of authors with the AAMC Roster (or another set of people which represent the set of potential colleagues). For each star, a list of colleagues is identified. It also creates a series of flat-file reports that will be used for statistical analysis. These reports contain information about the publication output of each colleague and a variety of fields pertaining to the collaboration of this colleague with other faculty colleagues who happen to be superstars. 
2 Data Requirements
2.1 Input Data

2.1.1 Publication Harvester database
The Stars Colleague Generator requires as input a database created and populated by the Publication Harvester. The only change it will make to this database is to use the Publications table to store any publications retrieved for a colleague.
2.1.2 Roster file

The roster file is provided as a CSV file. It can contain the AAMC Roster, which contains close to 200,000 rows, one row per person. It can also contain a smaller or different set of people. The roster defines the set of people which the software uses to search for colleagues for the people in the People table in the existing Publication Harvester database. The CSV file contains the following columns:

· setnb (text [length=8]): identifier for the person

· fname (text [length=20]): first name

· mname (text [length=20]): middle name

· lname (text [length=20]): last name

· match_name1 (text [length=20]): Medline-formatted name

· match_name2 (text [length=20]): Medline-formatted name (optional)

· search_name1 (text [length=20]): Medline-formatted name

· search_name2 (text [length=20]): Medline-formatted name (optional)

· search_name3 (text [length=20]): Medline-formatted name (optional)

· search_name4 (text [length=20]): Medline-formatted name (optional)

· query (text [length=244]): A search query which will be used to retrieve publications from Pubmed

The matchname1 and matchname2 columns are used to match the person in the roster to a person’s publication. If either of these names shows up in the list of authors in a person’s publication, then the person is a colleague. (matchname2 can be empty, in which case the software only looks for matches against matchname1.)

The searchname1 through searchname4 columns are used to look in the results of a Medline query to find a colleague’s publications. If any of those names matches a name in the author list of a returned citation, then that colleague is an author of the publication. (searchname2 through searchname4 can be empty; the software will only search on the provided names.) 

Each of the name columns contain a name in the same format as the author list in a Medline citation (e.g. for Robert E. Elston, name1 might contain “ELSTON RE”).

The medline_search2 column is used to search Medline and retrieve citations (in the same way as in the People file – see the Publication Harvester SRS). 

2.1.3 NCBI web search

The publications for each colleague are obtained from PubMed via the NCBI search page: http://www.ncbi.nih.gov/.  All publication searches must be modified to return only publications in English by specifying “AND english [la]” at the end of every search query. The NCBI website contains information on how to access the PubMed citation data programmatically.
The search process only needs the name* fields, along with medline_search1 query to harvest the person publications. It can igniore the first, middle, and last  columns entirely. The software will assume that the medline_search1 query returns the exact list of publications for the person. The name1, name2, name3, and name4 columns will be used to determine the author position of the person in the authorship list. For example, if name1 is “smith jj”, name2-4 are blank, and the query is "SMITH JJ"[au], then the software should ignore all the publications by “smith jj jr”. Only if smith jj jr appears in name2 should these publications be taken into count.
2.1.4 Input Data: Journal Weights table

The Colleagues report relies on Journal Impact Factor (JIF) data, which must be provided in a CSV file matching the following format:

	Field
	Type
	Description

	JOURNAL TITLE
	Text
	Name of journal (in all caps)

	JIF
	Number
	Average Journal Impact Factor

	YRS (optional)
	Number
	Ignored

	DEV (optional)
	Number
	Ignored


2.2 SQL Database Tables
The main output of the software is information about people, their coauthor peers, and the publication out put of both people and colleagues. This information is stored in a set of SQL tables. The following SQL tables are generated and populated by the software. The following SQL tables are used by the software:
· The Colleagues table is used to store the list of colleagues. It has exactly the same table structure as the People table in the Publication Harvester.
· The ColleaguePublications is used to store the list of publications for each colleague. It has exactly the same table structure as the PeoplePublications table in the Publication Harvester.

· The StarColleagues table is used to join stars in the People table (which was created by the Publication Harvester) to the Colleagues table. It is a cross-reference table with two columns: StarSetnb (the identifier for the star) and Setnb (the identifier for the colleague), with a many-to-one relationship.

· The ColleagueMatches table is used as a diagnostic tool. It keeps a record of what name was used to match a star to a colleague.

3 Functional Requirements
This section contains the functional requirements for the Publication Harvester and Publication Harvester Report Generator. 
3.1 Course of Operation

The software is broken into five steps:

1. Read the roster file into memory
2. Match the colleagues

3. Harvest Colleague Publications 
4. Remove false colleagues

5. Generate Colleague Reports (including coauthorship information) 
3.1.1 Design Constraints

1. The software allows the user to choose from a list of ODBC data sources. The user must choose a data source before any processing may be done. The software also allows the user to launch the MS Windows ODBC Data Source Administrator (odbcad32.exe).

2. The software displays a log of all processing activities. This log may be viewed in Notepad at any time.

3. The user may exit the software at any time that it is not processing data.
3.2 Match the Colleagues

3.2.1 Summary

Each star in the database must be processed in order to find the colleagues, based on the author lists of the star’s publications that were harvested.
3.2.1.1 Basic Course of Events

The user indicates that the software is to match the colleagues. The software first creates the three tables (Colleagues, ColleaguePublications and StarColleagues). It then goes through the People table and carries out the following steps for each star:

1. For each star, the software looks through each of the publications in PeoplePublications (joined to Publications) and compiles a master list of all unique coauthors for that star. The result is a list of unique coauthors for the star.
2. The software then looks through the roster file (which was read into memory). For each row in the roster file, if any of the matchname* columns is identical to one of the coauthors for the star, then the software has matched a colleague.
3. Each colleague must be added to the Colleagues table, where the setnb column contains the Setnb of the star, and the rest of the columns contain data from the roster.

The software generates a list of colleagues based on comparing the author lists in the articles generated in the Publication Harvesting step against the roster data. The software must attempt to find a colleague for each row in the roster. For each of these rows it must compare the names in the Matchname* columns against the list of authors in each of the Star’s publications. If any of the publications matches, then the software has found a colleague and it must add a row to the Colleagues table.

3.2.2 User Interface Constraints

The software displays the number of unprocessed people, the total number of people to be processed, and the number of errors that have occurred during processing.

1. If there are any people whose publications have not yet been harvested (i.e. the software was interrupted during publication harvesting), then the colleague match step may not be initiated.

2. If errors have occurred during processing, the user may clear the errors and attempt to re-process those transitions. If an error occurs during the processing of one transition, only that transition will be flagged with Error = 1. When the error is cleared, all of that star’s transitions must be reset to Error = 0 and Publications = NULL. In addition, all colleagues for that star must be removed from the Colleagues table. Finally, all publications for that star must be removed from the StarPublications table. This is done to avoid inserting rows with duplicate keys.
3. The user may interrupt the processing of the current star. The user may also end the program during the processing. In either case, the software must be able to be restarted and must resume processing where it left off without any corruption of data.
3.3 Harvest Colleague Publications

3.3.1 Summary

Once the colleagues have been found, their publications must be retrieved from Pubmed.
3.3.2 Basic Course of Events

The user indicates that the colleagues’ publications are to be harvested. The software then goes through the Colleagues table and carries out the following steps for each colleague for which publications have not yet been harvested:

1. The software knows whether or not a colleague has been processed using the Colleagues.Publications column. If this column is NULL, the colleague’s publications have not been harvested.

a. If there are rows in ColleaguePublications for this colleague but Colleagues.Publications is NULL, then the publication harvesting step was interrupted and those rows must be removed from ColleaguePublications so that they can be re-added during this step.

b. To implement this, the software must always remove any rows from Colleauges where Setnb match the star being processed. (This is done for fault tolerance – there will only be matching rows if a previous operation was interrupted.)

2. If a colleague’s publications have already been retrieved for a previous star, the software will not retrieve the list again. The previous list of publications is re-used. 

a. Database operations: The software must check the ColleaguePublications table for any rows with this colleague’s Setnb. If one or more rows are found, the colleague's publications have already been found. It must then find the number of rows in ColleaguePublications with this colleague’s Setnb and set this colleague’s Colleagues.Publications to this value.

b. For fault tolerance, when the software begins to retrieve publications for a colleague, it must remove any rows from ColleaguePublications where Setnb matches the colleague's Setnb. (This way, there will only be matching rows if a previous operation was interrupted.)

3. The list of publications for the colleague is generated by searching PubMed using the query specified in the medline_search2 column in the roster.
4. For each publication returned, the software searches for any author whose name matches one of the names specified in the searchname* columns in the roster. If any of these match, then the software has found a publication for the colleague.

5. The list of publications for the colleague is stored in the ColleaguePublications table. The citation information for each publication is stored in the Publications and PublicationAuthors tables.

a. For each publication found, must add the publication to Publications and PublicationAuthors (if it is not already there). It must then add a row to ColleaguePublications.

b. After all rows have been added to Colleague Publications, the software must update the row in Colleagues to set Publications to the number of publications that were found. (If no publications were found, it must be set to zero.)

3.3.2.1 Alternate path: Copy publications from another database

The user may choose to copy publications from another database (on the same MySQL server). The user must first start find the colleagues for the stars, but this step may be done either before publications have been harvested or, if the user first interrupts the harvesting, any time afterwards. When the user indicates that publications must be copied from another database, the software prompts for the name of that database. It then checks that database for any colleague which has not yet been harvested by the colleague generator, but which has been harvested in that in that database by the Publication Harvester (i.e. its setnb will appear in that new database’s People table in a row with Harvested = 1). For each of these colleagues, the software copies all of the matching rows from PeoplePublications into ColleaguePublications, and then copies the corresponding rows from Publications, PublicationAuthors, PublicationGrants, and PublicationMeSHHeadings.
3.3.3 User Interface Constraints

1. The software displays the number of unprocessed colleagues, the number of unique colleagues, the total number of colleagues and the number of errors that have occurred during processing.

2. If no there are people for whom the colleagues have not yet been matched, the user may not initiate this processing step.

3. If errors have occurred during processing, the user may clear the errors and attempt to re-harvest publications for those colleagues. If an error occurs during the processing of one colleague, only that colleague will be flagged with Error = 1. However, that colleague may be a colleague of other people. When the error is cleared, all occurrences of that colleague in the Colleagues table must be reset to Error = 0 and Publications = NULL. In addition, all publications for that colleague must be removed from the ColleaguePublications table. This is done to avoid inserting rows with duplicate keys.
4. The user may interrupt the processing of the current colleague. The user may also end the program during the processing. In either case, the software must be able to be restarted and must resume processing where it left off without any corruption of data.

3.4 Remove False Colleagues

3.4.1 Summary

Once the colleagues have been matched and their publications retrieved, the software must remove any “false” colleagues. The colleague publications must be harvested separately. The reason for this is that one check to verify that a person is really a colleague is to verify that the list of colleague publications has at least one publication in common with the list of the star’s publications. (If this is true, then the Nbcoauth1 column in the Colleagues report will be greater than zero.) A person may only be treated as a colleague if that person’s found publications has at least one publication in common with the star. If not, the person is a spurious colleague and should be removed from the StarColleagues table. (It should not be removed from Colleagues or ColleaguePublications because it may be a colleague of another star. And even if it’s not, there’s no harm in keeping the information around.)
3.5 Generate Colleague Reports

The function of the Colleagues Report Generator feature is to create a set of reports suitable for statistical analysis. Each of these reports is written to a CSV-formatted flat file. There are five separate reports. The report writer allows the user to select any or all of the reports to generate. Some reports require the Transitions XLS file (section 2.1.1) in order to look up data. All CSV files contain the list of column names in the first row.

3.5.1 Colleagues reports
The Colleagues report is exactly the same as the People report in the Publication Harvester, except that it only contains summary rows for bins 1 + 2 + 3:

	Field
	Type
	Description

	setnb (key)
	Text
	Colleague unique identifier

	year (key)
	Number
	Year of publication

	pubcount
	Number
	Total nb. of pubs in year, bins I+II+III

	wghtd_pubcount
	Number
	Weighted total nb. of pubs in year, bins I+II+III

	pubcount_pos1
	Number
	Total nb. of pubs in year, bins I+II+III, 1st author

	wghtd_pubcount_pos1
	Number
	Weighted total nb. of pubs in year, bins I+II+III, 1st author

	pubcount_posN
	Number
	Total nb. of pubs in year, bins I+II+III, last author

	wghtd_pubcount_posN
	Number
	Weighted total nb. of pubs in year, bins I+II+III, last author

	pubcount_posM
	Number
	Total nb. of pubs in year, bins I+II+III, middle author

	wghtd_pubcount_posM
	Number
	Weighted total nb. of pubs in year, bins I+II+III, middle author

	pubcount_posNTL
	Number
	Total nb. of pubs in year, bins I+II+III, next-to-last author

	wghtd_pubcount_posNTL
	Number
	Weighted total nb. of pubs in year, bins I+II+III, next-to-last author

	pubcount_pos2
	Number
	Total nb. of pubs in year, bins I+II+III, 2nd author

	wghtd_pubcount_pos2
	Number
	Weighted total nb. of pubs in year, bins I+II+III, 2nd author


3.5.2 Colleague_Pubs Report

The Colleague_Pubs report contains one row for each colleague's publications. Each colleague is identified by the unique identifier Setnb. There is one row in this report per each colleague’s publication. The data is retrieved from the ColleaguePublications (section 2.2.5) and Publications (section 2.2.6) tables. 

	Field
	Type
	Description

	setnb (key)
	Text
	Star unique identifier

	pmid (key)
	Number
	Unique article identifier

	Journal_name
	Text
	Name of journal

	Year
	Number
	Year of publication

	Month
	text
	Month of publication

	Day
	Number
	Day of publication

	Title
	Text
	Article title

	Volume
	Text
	volume number of the journal in which the article was published

	Issue
	Text
	Issue in which the article was published

	Position
	Number
	Position in authorship list for the colleague

	Nbauthors
	Number
	Number of coauthors (including star)

	Bin
	Number
	From I to IV

	Pages
	Text
	Page numbers

	grant_id
	Text
	Grant number

	grant_agency
	Text
	Agency who awarded the grant

	publication_type
	Text
	Publication Type from Medline


3.5.3 Star Colleagues report

The Star Colleagues report contains a set of rows for each colleague and star. Each of these sets of rows consists of one row per year for a continuous number of years, where the minimum year in the set is the year of the earliest publication found for the colleague and the maximum year in the set is the year of the latest publication found for the colleague.

The report is grouped by star, colleague and year, with various aggregations performed on the colleague’s publications for that year. If there are years in the set where no publications are found, a row must still be added to the output for that year and an empty set of publications used to generate the aggregate data for that year. If the same colleague is a colleague of two different people, then there will be two different groups in the report, one for the first star and one for the second star.  

A journal weights file must be provided in order to calculate the weighted publication counts – the software must prompt the user for the location of this file before the reports are run.

This report will exclude any line for which there are no publications are in common for the star and colleague for that year (i.e. nbcoauth1 = 0). So if a star and colleague only coauthored in 1976 and 1984, there will be two rows in this report for them.

	Field
	Type
	Description

	setnb (key)
	Text
	Colleague unique identifier

	star_setnb (key)
	Text
	Star colleague unique identifier

	year (key)
	Number
	Year of publication

	Nbcoauth1
	Number
	Total number of coauthorships (any pos to any pos)

	Wghtd_Nbcoauth1
	Number
	Weighted number of coauthorships (any pos to any pos)

	Nbcoauth2
	Number
	Total number of coauthorships (either star or colleague 1st or last)

	Wghtd_Nbcoauth2
	Number
	Weighted number of coauthorships (either star or colleague 1st or last)

	Nbcoauth_1L
	number
	Number of times the colleague appears as first author on a paper where the star was last author that year

	Wghtd_Nbcoauth_1L
	number
	Weighted number of times the colleague appears as first author on a paper where the star was last author that year

	Nbcoauth_L1
	number
	Number of times the colleague appears as last author on a paper where the star was first author that year

	Wghtd_Nbcoauth_L1
	number
	Weighted number of times the colleague appears as last author on a paper where the star was first author that year

	Nbcoauth_1M
	number
	Number of times the colleague appears as first author on a paper where the star was in the middle that year

	Wghtd_Nbcoauth_1M
	number
	Weighted number of times the colleague appears as first author on a paper where the star was in the middle that year

	Nbcoauth_M1
	number
	Number of times the colleague appears as in the middle on a paper where the star was first author that year

	Wghtd_Nbcoauth_M1
	number
	Weighted number of times the colleague appears as in the middle on a paper where the star was first author that year

	Nbcoauth_MM
	number
	Number of times the colleague appears as in the middle on a paper where the star was in the middle that year

	Wghtd_Nbcoauth_MM
	number
	Weighted number of times the colleague appears as in the middle on a paper where the star was in the middle that year

	Nbcoauth_LM
	number
	Number of times the colleague appears as last author on a paper where the star was in the middle that year

	Wghtd_Nbcoauth_LM
	number
	Weighted number of times the colleague appears as last author on a paper where the star was in the middle that year

	Nbcoauth_ML
	number
	Number of times the colleague appears as in the middle on a paper where the star was last author that year

	Wghtd_Nbcoauth_ML
	number
	Weighted number of times the colleague appears as in the middle on a paper where the star was last author that year

	Nbcoauth_21
	number
	Number of times the colleague appears as second author on a paper where the star was first author that year

	Wghtd_Nbcoauth_21
	number
	Weighted number of times the colleague appears as second author on a paper where the star was first author that year

	Nbcoauth_12
	number
	Number of times the colleague appears as first author on a paper where the star was second author that year

	Wghtd_Nbcoauth_12
	number
	Weighted number of times the colleague appears as first author on a paper where the star was second author that year

	Nbcoauth_2M
	number
	Number of times the colleague appears as second author on a paper where the star was in the middle, not NTL that year

	Wghtd_Nbcoauth_2M
	number
	Weighted number of times the colleague appears as second author on a paper where the star was in the middle, not NTL that year

	Nbcoauth_M2
	number
	Number of times the colleague appears as middle author, not NTL on a paper where the star was second author that year

	Wghtd_Nbcoauth_M2
	number
	Weighted number of times the colleague appears as middle author, not NTL on a paper where the star was second author that year

	Nbcoauth_2L
	number
	Number of times the colleague appears as second author on a paper where the star was last author that year

	Wghtd_Nbcoauth_2L
	number
	Weighted number of times the colleague appears as second author on a paper where the star was last author that year

	Nbcoauth_L2
	number
	Number of times the colleague appears as last author on a paper where the star was second author that year

	Wghtd_Nbcoauth_L2
	number
	Weighted number of times the colleague appears as last author on a paper where the star was second author that year

	Nbcoauth_2NTL
	number
	Number of times the colleague appears as second author on a paper where the star was next-to-last author that year

	Wghtd_Nbcoauth_2NTL
	number
	Weighted number of times the colleague appears as second author on a paper where the star was next-to-last author that year

	Nbcoauth_NTL2
	number
	Number of times the colleague appears as next-to-last author on a paper where the star was second author that year

	Wghtd_Nbcoauth_NTL2
	number
	Weighted number of times the colleague appears as next-to-last author on a paper where the star was second author that year

	Nbcoauth_NTL1
	number
	Number of times the colleague appears as next-to-last author on a paper where the star was first author that year

	Wghtd_Nbcoauth_NTL1
	number
	Weighted number of times the colleague appears as next-to-last author on a paper where the star was first author that year

	Nbcoauth_1NTL
	number
	Number of times the colleague appears as first author on a paper where the star was next-to-last author that year

	Wghtd_Nbcoauth_1NTL
	number
	Weighted number of times the colleague appears as first author on a paper where the star was next-to-last author that year

	Nbcoauth_NTLM
	number
	Number of times the colleague appears as next-to-last author on a paper where the star was in the middle, not 2nd author that year

	Wghtd_Nbcoauth_NTLM
	number
	Weighted number of times the colleague appears as next-to-last author on a paper where the star was in the middle, not 2nd author that year

	Nbcoauth_MNTL
	number
	Number of times the colleague appears as middle author, not 2nd author on a paper where the star was next-to-last author that year

	Wghtd_Nbcoauth_MNTL
	number
	Weighted number of times the colleague appears as middle author, not 2nd author on a paper where the star was next-to-last author that year

	Nbcoauth_NTLL
	number
	Number of times the colleague appears as next-to-last author on a paper where the star was last author that year

	Wghtd_Nbcoauth_NTLL
	number
	Weighted number of times the colleague appears as next-to-last author on a paper where the star was last author that year

	Nbcoauth_LNTL
	number
	Number of times the colleague appears as last author on a paper where the star was next-to-last author that year

	Wghtd_Nbcoauth_LNTL
	number
	Weighted number of times the colleague appears as last author on a paper where the star was next-to-last author that year

	Frst_collab_year
	Number
	Year of first collaboration with the star (any position to any position)

	Last_collab_year
	Number
	Year of last collaboration with the star (any position to any position)
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The "Title Page" means, for a printed book, the title page itself, plus such following pages as are needed to hold, legibly, the material this License requires to appear in the title page. For works in formats which do not have any title page as such, "Title Page" means the text near the most prominent appearance of the work's title, preceding the beginning of the body of the text. 

A section "Entitled XYZ" means a named subunit of the Document whose title either is precisely XYZ or contains XYZ in parentheses following text that translates XYZ in another language. (Here XYZ stands for a specific section name mentioned below, such as "Acknowledgements", "Dedications", "Endorsements", or "History".) To "Preserve the Title" of such a section when you modify the Document means that it remains a section "Entitled XYZ" according to this definition. 

The Document may include Warranty Disclaimers next to the notice which states that this License applies to the Document. These Warranty Disclaimers are considered to be included by reference in this License, but only as regards disclaiming warranties: any other implication that these Warranty Disclaimers may have is void and has no effect on the meaning of this License. 

2. VERBATIM COPYING 

You may copy and distribute the Document in any medium, either commercially or noncommercially, provided that this License, the copyright notices, and the license notice saying this License applies to the Document are reproduced in all copies, and that you add no other conditions whatsoever to those of this License. You may not use technical measures to obstruct or control the reading or further copying of the copies you make or distribute. However, you may accept compensation in exchange for copies. If you distribute a large enough number of copies you must also follow the conditions in section 3. 

You may also lend copies, under the same conditions stated above, and you may publicly display copies. 

3. COPYING IN QUANTITY 

If you publish printed copies (or copies in media that commonly have printed covers) of the Document, numbering more than 100, and the Document's license notice requires Cover Texts, you must enclose the copies in covers that carry, clearly and legibly, all these Cover Texts: Front-Cover Texts on the front cover, and Back-Cover Texts on the back cover. Both covers must also clearly and legibly identify you as the publisher of these copies. The front cover must present the full title with all words of the title equally prominent and visible. You may add other material on the covers in addition. Copying with changes limited to the covers, as long as they preserve the title of the Document and satisfy these conditions, can be treated as verbatim copying in other respects. 

If the required texts for either cover are too voluminous to fit legibly, you should put the first ones listed (as many as fit reasonably) on the actual cover, and continue the rest onto adjacent pages. 

If you publish or distribute Opaque copies of the Document numbering more than 100, you must either include a machine-readable Transparent copy along with each Opaque copy, or state in or with each Opaque copy a computer-network location from which the general network-using public has access to download using public-standard network protocols a complete Transparent copy of the Document, free of added material. If you use the latter option, you must take reasonably prudent steps, when you begin distribution of Opaque copies in quantity, to ensure that this Transparent copy will remain thus accessible at the stated location until at least one year after the last time you distribute an Opaque copy (directly or through your agents or retailers) of that edition to the public. 

It is requested, but not required, that you contact the authors of the Document well before redistributing any large number of copies, to give them a chance to provide you with an updated version of the Document. 

4. MODIFICATIONS 

You may copy and distribute a Modified Version of the Document under the conditions of sections 2 and 3 above, provided that you release the Modified Version under precisely this License, with the Modified Version filling the role of the Document, thus licensing distribution and modification of the Modified Version to whoever possesses a copy of it. In addition, you must do these things in the Modified Version: 

· A. Use in the Title Page (and on the covers, if any) a title distinct from that of the Document, and from those of previous versions (which should, if there were any, be listed in the History section of the Document). You may use the same title as a previous version if the original publisher of that version gives permission. 

· B. List on the Title Page, as authors, one or more persons or entities responsible for authorship of the modifications in the Modified Version, together with at least five of the principal authors of the Document (all of its principal authors, if it has fewer than five), unless they release you from this requirement. 

· C. State on the Title page the name of the publisher of the Modified Version, as the publisher. 

· D. Preserve all the copyright notices of the Document. 

· E. Add an appropriate copyright notice for your modifications adjacent to the other copyright notices. 

· F. Include, immediately after the copyright notices, a license notice giving the public permission to use the Modified Version under the terms of this License, in the form shown in the Addendum below. 

· G. Preserve in that license notice the full lists of Invariant Sections and required Cover Texts given in the Document's license notice. 

· H. Include an unaltered copy of this License. 

· I. Preserve the section Entitled "History", Preserve its Title, and add to it an item stating at least the title, year, new authors, and publisher of the Modified Version as given on the Title Page. If there is no section Entitled "History" in the Document, create one stating the title, year, authors, and publisher of the Document as given on its Title Page, then add an item describing the Modified Version as stated in the previous sentence. 

· J. Preserve the network location, if any, given in the Document for public access to a Transparent copy of the Document, and likewise the network locations given in the Document for previous versions it was based on. These may be placed in the "History" section. You may omit a network location for a work that was published at least four years before the Document itself, or if the original publisher of the version it refers to gives permission. 

· K. For any section Entitled "Acknowledgements" or "Dedications", Preserve the Title of the section, and preserve in the section all the substance and tone of each of the contributor acknowledgements and/or dedications given therein. 

· L. Preserve all the Invariant Sections of the Document, unaltered in their text and in their titles. Section numbers or the equivalent are not considered part of the section titles. 

· M. Delete any section Entitled "Endorsements". Such a section may not be included in the Modified Version. 

· N. Do not retitle any existing section to be Entitled "Endorsements" or to conflict in title with any Invariant Section. 

· O. Preserve any Warranty Disclaimers. 

If the Modified Version includes new front-matter sections or appendices that qualify as Secondary Sections and contain no material copied from the Document, you may at your option designate some or all of these sections as invariant. To do this, add their titles to the list of Invariant Sections in the Modified Version's license notice. These titles must be distinct from any other section titles. 

You may add a section Entitled "Endorsements", provided it contains nothing but endorsements of your Modified Version by various parties--for example, statements of peer review or that the text has been approved by an organization as the authoritative definition of a standard. 

You may add a passage of up to five words as a Front-Cover Text, and a passage of up to 25 words as a Back-Cover Text, to the end of the list of Cover Texts in the Modified Version. Only one passage of Front-Cover Text and one of Back-Cover Text may be added by (or through arrangements made by) any one entity. If the Document already includes a cover text for the same cover, previously added by you or by arrangement made by the same entity you are acting on behalf of, you may not add another; but you may replace the old one, on explicit permission from the previous publisher that added the old one. 

The author(s) and publisher(s) of the Document do not by this License give permission to use their names for publicity for or to assert or imply endorsement of any Modified Version. 

5. COMBINING DOCUMENTS 

You may combine the Document with other documents released under this License, under the terms defined in section 4 above for modified versions, provided that you include in the combination all of the Invariant Sections of all of the original documents, unmodified, and list them all as Invariant Sections of your combined work in its license notice, and that you preserve all their Warranty Disclaimers. 

The combined work need only contain one copy of this License, and multiple identical Invariant Sections may be replaced with a single copy. If there are multiple Invariant Sections with the same name but different contents, make the title of each such section unique by adding at the end of it, in parentheses, the name of the original author or publisher of that section if known, or else a unique number. Make the same adjustment to the section titles in the list of Invariant Sections in the license notice of the combined work. 

In the combination, you must combine any sections Entitled "History" in the various original documents, forming one section Entitled "History"; likewise combine any sections Entitled "Acknowledgements", and any sections Entitled "Dedications". You must delete all sections Entitled "Endorsements." 

6. COLLECTIONS OF DOCUMENTS 

You may make a collection consisting of the Document and other documents released under this License, and replace the individual copies of this License in the various documents with a single copy that is included in the collection, provided that you follow the rules of this License for verbatim copying of each of the documents in all other respects. 

You may extract a single document from such a collection, and distribute it individually under this License, provided you insert a copy of this License into the extracted document, and follow this License in all other respects regarding verbatim copying of that document. 

7. AGGREGATION WITH INDEPENDENT WORKS 

A compilation of the Document or its derivatives with other separate and independent documents or works, in or on a volume of a storage or distribution medium, is called an "aggregate" if the copyright resulting from the compilation is not used to limit the legal rights of the compilation's users beyond what the individual works permit. When the Document is included in an aggregate, this License does not apply to the other works in the aggregate which are not themselves derivative works of the Document. 

If the Cover Text requirement of section 3 is applicable to these copies of the Document, then if the Document is less than one half of the entire aggregate, the Document's Cover Texts may be placed on covers that bracket the Document within the aggregate, or the electronic equivalent of covers if the Document is in electronic form. Otherwise they must appear on printed covers that bracket the whole aggregate. 

8. TRANSLATION 

Translation is considered a kind of modification, so you may distribute translations of the Document under the terms of section 4. Replacing Invariant Sections with translations requires special permission from their copyright holders, but you may include translations of some or all Invariant Sections in addition to the original versions of these Invariant Sections. You may include a translation of this License, and all the license notices in the Document, and any Warranty Disclaimers, provided that you also include the original English version of this License and the original versions of those notices and disclaimers. In case of a disagreement between the translation and the original version of this License or a notice or disclaimer, the original version will prevail. 

If a section in the Document is Entitled "Acknowledgements", "Dedications", or "History", the requirement (section 4) to Preserve its Title (section 1) will typically require changing the actual title. 

9. TERMINATION 

You may not copy, modify, sublicense, or distribute the Document except as expressly provided for under this License. Any other attempt to copy, modify, sublicense or distribute the Document is void, and will automatically terminate your rights under this License. However, parties who have received copies, or rights, from you under this License will not have their licenses terminated so long as such parties remain in full compliance. 

10. FUTURE REVISIONS OF THIS LICENSE 

The Free Software Foundation may publish new, revised versions of the GNU Free Documentation License from time to time. Such new versions will be similar in spirit to the present version, but may differ in detail to address new problems or concerns. See http://www.gnu.org/copyleft/. 

Each version of the License is given a distinguishing version number. If the Document specifies that a particular numbered version of this License "or any later version" applies to it, you have the option of following the terms and conditions either of that specified version or of any later version that has been published (not as a draft) by the Free Software Foundation. If the Document does not specify a version number of this License, you may choose any version ever published (not as a draft) by the Free Software Foundation. 
4.1 Revision History
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	21-Feb-2004
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	Initial version

	22-Feb-2004
	Andrew Stellman
	Added additional statistics to be displayed

Fixed integrity problem in “Clear Errors” processes

Added report generator

	25-Feb-2004
	Andrew Stellman
	Updated as per revisions from Pierre Azoulay

	28-Feb-2004
	Andrew Stellman
	Updated with changes found during implementation

Added Colleagues_NoPubs report

	15-Mar-2004
	Andrew Stellman
	Updated as per scope changes

	16-Mar-2004
	Andrew Stellman
	Updated as per revisions from Pierre Azoulay

	22-Mar-2004
	Andrew Stellman
	Missing Colleagues.SameInstitution column in Appendix A

	31-Mar-2004
	Andrew Stellman
	Fixed problems in Interim and Colleagues reports

	3-Apr-2004
	Andrew Stellman
	Updated as per changes from Pierre Azoulay; added suffixes to name matching

	9-Dec-2004
	Andrew Stellman, Pierre Azoulay
	Updated to reflect new functionality: Interim report crash tolerance, changed Setnb and StarSetnb columns in database to char(8), added ambiguity counter to both the Colleagues table and the reports, modified functionality for colleague generation for institutions not listed in the AAMC roster, clarified matching criteria, modified reports.

	10-Dec-2004
	Andrew Stellman
	Removed ambiguity counters from colleagues report

	07-Jan-2004
	Andrew Stellman
	Fixed interim report description to contain one row per Colleagues table row. Added example of colleague generation to the appendix. Clarified Colleague generation to make it explicit that “same” and “other” lists are mutually exclusive.

	05-Feb-2005
	Andrew Stellman
	The following changes have been made:
 - Section 2.1.1: A keywords column has been added to the transitions file.
 - Section 2.1.2: A sample search term has been added to show how the names and keywords are specified. This includes specifying the names in quotes.
 - Section 2.2.2: The Keywords column has been added to StarTransitions
 - Section 3.1.2.2: Added the keywords to the pubmed search behavior.
Also fixed a few references to section 4.1.* which needed to be changed to 3.1.*

	06-Feb-2005
	Andrew Stellman
	- Updated sections 2.1.1 and 2.1.2 to have the user add the conjunction and parentheses to the keywords, and to clarify that only the first transition’s keywords are used.

- Updated section 3.1.2.2 to clarify how previously found publications are detected

	06-Apr-2005
	Andrew Stellman
	- Updated section 2.1.2 to require that only Keywords column is used to search for the star.

	07-Apr-2005
	Andrew Stellman
	- Updated section 3.1.2.5 to clarify how suffixes are used in the name matching.

	09-Nov-2005
	Andrew Stellman
	Updated to reflect new features that will be added to the software

	20-Nov-2005
	Andrew Stellman, Pierre Azoulay
	Major modifications to remove transitions, “before,”  “after” and “other” lists, and break the software into five distinct steps (see “Course of Operations”).

	17-Jan-2006
	Andrew Stellman
	Updated specification to reflect final changes to the publication harvester. Added GNU Free Documentation License.

	22-Jan-2006
	Andrew Stellman
	Updated note in section 4.2.1.1

	13-Mar-2006
	Andrew Stellman
	Removed text left over from splitting off Publication Harvester SRS, updated it to reflect current Colleague Generator requirements

	24-Mar-2006
	Andrew Stellman
	Added ColleagueMatches table.

	08-Apr-2006
	Andrew Stellman
	Added feature to copy a colleague’s publications from another database
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